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Introduction

1.1 Data Mining Origin
1.2 Data Mining & Data Warehousing 

basics

http://www.taborcommunications.com/dsstar/00/1031/102347.html
http://www.tutorialspoint.com/dwh/


2

Why Data Mining? 

n The Explosive Growth of Data: from terabytes to petabytes
n Data collection and data availability

n Automated data collection tools, database systems, Web, 
computerized society

n Major sources of abundant data
n Business: Web, e-commerce, transactions, stocks, … 
n Science: Remote sensing, bioinformatics, scientific simulation, … 
n Society and everyone: news, digital cameras, YouTube   

n We are drowning in data, but starving for knowledge!
n “Necessity is the mother of invention”—Data mining—Automated 

analysis of massive data sets
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Evolution of Database Technology
n 1960s:

n Data collection, database creation, IMS and network DBMS
n 1970s: 

n Relational data model, relational DBMS implementation
n 1980s: 

n RDBMS, advanced data models (extended-relational, OO, deductive, etc.) 
n Application-oriented DBMS (spatial, scientific, engineering, etc.)

n 1990s: 
n Data mining, data warehousing, multimedia databases, and Web 

databases
n 2000s

n Stream data management and mining
n Data mining and its applications
n Web technology (XML, data integration) and global information systems
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What Is Data Mining?

n Data mining (knowledge discovery from data) 
n Extraction of interesting (non-trivial, implicit, previously 

unknown and potentially useful) patterns or knowledge from 
huge amount of data

n Data mining: a misnomer?
n Alternative names

n Knowledge discovery (mining) in databases (KDD), knowledge 
extraction, data/pattern analysis, data archeology, data 
dredging, information harvesting, business intelligence, etc.

n Watch out: Is everything “data mining”? 
n Simple search and query processing   
n (Deductive) expert systems
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Data mining as a step in the process of knowledge discovery. 6
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Knowledge Discovery (KDD) Process
n This is a view from typical 

database systems and data 
warehousing communities

n Data mining plays an essential 
role in the knowledge discovery 
process

Data Cleaning

Data Integration

Databases

Data Warehouse

Task-relevant Data

Selection

Data Mining

Pattern Evaluation
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Example: A Web Mining Framework

n Web mining usually involves
n Data cleaning
n Data integration from multiple sources
n Warehousing the data
n Data cube construction
n Data selection for data mining
n Data mining
n Presentation of the mining results
n Patterns and knowledge to be used or stored into 

knowledge-base
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KDD Process: A Typical View from ML and 
Statistics

Input Data Data 
Mining

Data Pre-
Processing

Post-
Processing

n This is a view from typical machine learning and statistics communities

Data integration
Normalization
Feature selection
Dimension reduction

Pattern discovery
Association & correlation
Classification
Clustering
Outlier analysis
… … … …

Pattern evaluation
Pattern selection
Pattern interpretation
Pattern visualization
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Example: Medical Data Mining 

n Health care & medical data mining – often 
adopted such a view in statistics and machine 
learning

n Preprocessing of the data (including feature 
extraction and dimension reduction)

n Classification or/and clustering processes
n Post-processing for presentation
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Data Mining: On What Kinds of Data?

n Database-oriented data sets and applications
n Relational database, data warehouse, transactional database

n Advanced data sets and advanced applications 
n Data streams and sensor data

n Time-series data, temporal data, sequence data (incl. bio-sequences) 
n Structure data, graphs, social networks and multi-linked data
n Object-relational databases

n Heterogeneous databases and legacy databases
n Spatial data and spatiotemporal data

n Multimedia database
n Text databases
n The World-Wide Web
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Data Mining Function: 
1. Concept Description (class description): 
Characterization and Discrimination 

n Information integration and data warehouse construction
n Data cleaning, transformation, integration, and 

multidimensional data model
n Data cube technology

n Scalable methods for computing (i.e., materializing) 
multidimensional aggregates

n OLAP (online analytical processing)
n Multidimensional concept description: Characterization 

and discrimination
n Generalize, summarize, and contrast data 

characteristics
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Data Mining Function: 
2. Association and Correlation Analysis
n Frequent patterns (or frequent itemsets)

n What items are frequently purchased together in your 
Walmart?

n Association, correlation vs. causality
n A typical association rule

n Diaper à Beer [0.5%, 75%]  (support, confidence)
n Are strongly associated items also strongly correlated?

n How to mine such patterns and rules efficiently in large 
datasets?

n How to use such patterns for classification, clustering, 
and other applications?
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Data Mining Function: 
3. Classification
n Classification and label prediction  

n Construct models (functions) based on some training examples
n Describe and distinguish classes or concepts for future prediction

n E.g., classify countries based on (climate), or classify cars 
based on (gas mileage)

n Predict some unknown class labels
n Typical methods

n Decision trees, naïve Bayesian classification, support vector 
machines, neural networks, rule-based classification, pattern-
based classification, logistic regression, …

n Typical applications:
n Credit card fraud detection, direct marketing, classifying stars, 

diseases,  web-pages, …



Figure 1.9 A classification model can be represented 
in various forms: (a) IF-THEN rules, (b) a decision 
tree, or (c) a neural network.
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Data Mining Function: 
4. Cluster Analysis
n Unsupervised learning (i.e., Class label is unknown)
n Group data to form new categories (i.e., clusters), e.g., 

cluster houses to find distribution patterns
n Principle: Maximizing intra-class similarity & minimizing 

interclass similarity
n Many methods and applications
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Figure 1.10 A 2-D plot of customer data with respect 
to customer locations in a city, showing three data 
clusters.
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Data Mining Function: 
5. Outlier Analysis
n Outlier analysis

n Outlier: A data object that does not comply with the general 
behavior of the data

n Noise or exception? ― One person’s garbage could be another 
person’s treasure

n Methods: by product of clustering or regression analysis, …
n Useful in fraud detection, rare events analysis



What is Data Mining?

n “The process of discovering meaningful patterns 
and trends often previously unknown by using 
some mathematical algorithm on huge amount of 
stored data” 

n “Extraction of interesting, non-trivial, implicit, 
previously unknown and potentially useful 
information or patterns from data in large 
database.” 

n Data mining is basically concerned with the 
analysis of data and the use of software 
techniques for finding patterns and regularities in 
sets of data.



Data Mining Tasks
n Prediction Methods

n Use some variables to predict unknown or future values of 
other variables.

n Typical questions answered by predictive models are: 
n Who is likely to respond to next product?
n Which customers are likely to leave in the next six 

months?
n Description Methods

n Find human-interpretable patterns that describe the data.
n Typical questions answered by descriptive data mining are: 

n What is in the data? 
n What doesn’t look like? 
n Are there any unusual patterns? 
n What does the data suggest for customer segmentation?



n Functionalities of descriptive data mining are: 
Clustering, Summarization, Visualization, and 
Association.

n Predictive data mining (Eg: Classification, 
Regression) are never 100% accurate. The 
performance of a model on past data is not 
predicting the known outcomes.
Suitable for unknown data set.
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Data Mining Vs. Query Tools

n i. SQL can find normal queries from the database 
such as what is an average turnover? Whereas 
data mining tools find interesting patterns and 
facts such as what are the important trends in 
sells? 

n ii. Data mining is much more faster than SQL in 
trend and pattern analysis since it uses 
algorithm like machine learning, genetic algorithm. 

n iii. If we know exactly what we are looking for, 
we use SQL not if we know only vaguely what 
we are looking for we use data mining. 

n iv. Hybrid information can’t be easily be traced 
using SQL.
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Applications of Data Mining
n E-Commerce
n Bank Loan Decision 
n Retail
n Digital Payment 
n Web page analysis: from web page classification, clustering to 

PageRank & HITS algorithms
n Collaborative analysis & recommender systems
n Basket data analysis to targeted marketing
n Biological and medical data analysis: classification, cluster analysis 

(microarray data analysis),  biological sequence analysis, biological 
network analysis

n From major dedicated data mining systems/tools (e.g., SAS, MS SQL-
Server Analysis Manager, Oracle Data Mining Tools) to invisible data 
mining
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A Brief History of Data Mining Society

n 1989 IJCAI Workshop on Knowledge Discovery in Databases 
n Knowledge Discovery in Databases (G. Piatetsky-Shapiro and W. Frawley, 

1991)
n 1991-1994 Workshops on Knowledge Discovery in Databases

n Advances in Knowledge Discovery and Data Mining (U. Fayyad, G. 
Piatetsky-Shapiro, P. Smyth, and R. Uthurusamy, 1996)

n 1995-1998 International Conferences on Knowledge Discovery in Databases 
and Data Mining (KDD’95-98)
n Journal of Data Mining and Knowledge Discovery (1997)

n ACM SIGKDD conferences since 1998 and SIGKDD Explorations
n More conferences on data mining

n PAKDD (1997), PKDD (1997), SIAM-Data Mining (2001), (IEEE) ICDM 
(2001), etc.

n ACM Transactions on KDD starting in 2007
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Summary

n Data mining: Discovering interesting patterns and knowledge from 
massive amount of data

n A natural evolution of database technology, in great demand, with 
wide applications

n A KDD process includes data cleaning, data integration, data 
selection, transformation, data mining, pattern evaluation, and 
knowledge presentation

n Mining can be performed in a variety of data
n Data mining functionalities: characterization, discrimination, 

association, classification, clustering, outlier and trend analysis, etc.
n Data mining technologies and applications
n Major issues in data mining
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What is a Data Warehouse?
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What is a Data Warehouse?
n Defined in many different ways, but not rigorously.

n A decision support database that is maintained separately 
from the organization’s operational database

n Support information processing by providing a solid platform 
of consolidated, historical data for analysis.

n “A data warehouse is a subject-oriented, integrated, time-
variant, and nonvolatile collection of data in support of 
management’s decision-making process.”—W. H. Inmon

n Data warehousing:

n The process of constructing and using data warehouses
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Data Warehouse
— Subject Oriented

n Organized around major subjects, such as customer, 
product, sales

n Focusing on the modeling and analysis of data for 
decision makers, not on daily operations or transaction 
processing

n Provide a simple and concise view around particular 
subject issues by excluding data that are not useful in 
the decision support process
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Data Warehouse
— Integrated

n Constructed by integrating multiple, heterogeneous data 
sources
n relational databases, flat files, on-line transaction 

records
n Data cleaning and data integration techniques are 

applied.
n Ensure consistency in naming conventions, encoding 

structures, attribute measures, etc. among different 
data sources

n E.g., Hotel price: currency, tax, breakfast covered, etc.
n When data is moved to the warehouse, it is 

converted.  
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Data Warehouse
— Time Variant

n The time horizon for the data warehouse is significantly 
longer than that of operational systems
n Operational database: current value data
n Data warehouse data: provide information from a 

historical perspective (e.g., past 5-10 years)
n Every key structure in the data warehouse

n Contains an element of time, explicitly or implicitly
n But the key of operational data may or may not 

contain “time element”
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Data Warehouse
— Nonvolatile

n A physically separate store of data transformed from the 
operational environment

n Operational update of data does not occur in the data 
warehouse environment
n Does not require transaction processing, recovery, 

and concurrency control mechanisms
n Requires only two operations in data accessing: 

n initial loading of data and access of data
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OLTP vs. OLAP
 OLTP OLAP 
users clerk, IT professional knowledge worker 
function day to day operations decision support 
DB design application-oriented subject-oriented 
data current, up-to-date 

detailed, flat relational 
isolated 

historical,  
summarized, multidimensional 
integrated, consolidated 

usage repetitive ad-hoc 
access read/write 

index/hash on prim. key 
lots of scans 

unit of work short, simple transaction complex query 
# records accessed tens millions 
#users thousands hundreds 
DB size 100MB-GB 100GB-TB 
metric transaction throughput query throughput, response 
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Why a Separate Data Warehouse?
n High performance for both systems

n DBMS— tuned for OLTP: access methods, indexing, 
concurrency control, recovery

n Warehouse—tuned for OLAP: complex OLAP queries, 
multidimensional view, consolidation

n Different functions and different data:
n missing data: Decision support requires historical data which 

operational DBs do not typically maintain
n data consolidation:  DS requires consolidation (aggregation, 

summarization) of data from heterogeneous sources
n data quality: different sources typically use inconsistent data 

representations, codes and formats which have to be 
reconciled
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Data Warehouse: A Multi-Tiered Architecture

Data
Warehouse

Extract
Transform
Load
Refresh

OLAP Engine

Analysis
Query
Reports
Data mining

Monitor
&

Integrator
Metadata

Data Sources Front-End Tools

Serve

Data Marts

Operational 
DBs

Other
sources

Data Storage

OLAP Server
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Three Data Warehouse Models

n Enterprise warehouse
n collects all of the information about subjects spanning 

the entire organization
n Data Mart

n a subset of corporate-wide data that is of value to a 
specific groups of users.  Its scope is confined to 
specific, selected groups, such as marketing data mart

n Independent vs. dependent (directly from warehouse) data mart
n Virtual warehouse

n A set of views over operational databases
n Only some of the possible summary views may be 

materialized



Data Mart
n Data Mart is a subset of the information content of a 

data warehouse that is stored in its own database. 
n Data mart may or may not be sourced from an 

enterprise data warehouse i.e. it could have been 
directly populated from source data. 

n Data mart can improve query performance simply by 
reducing the volume of data that needs to be scanned 
to satisfy the query. 

n Data marts are created along functional level to 
reduce the likelihood of queries requiring data outside 
the mart. 

n Data marts may help in multiple queries or tools to 
access data by creating their own internal database 
structures. 

n Eg: Departmental Store, Banking System.
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Metadata Repository
n Meta data is the data defining warehouse objects.  
It stores:
n Description of the structure of the data warehouse : 

schema, view, dimensions, hierarchies, derived data defn, data 
mart locations and contents

n Operational meta-data: data lineage (history of migrated data 
and transformation path), currency of data (active, archived, or 
purged), monitoring information (warehouse usage statistics, error 
reports, audit trails)

n The algorithms used for summarization
n The mapping from operational environment to the data warehouse
n Data related to system performance: warehouse schema, 

view and derived data definitions
n Business data: business terms and defn, data ownership, 

charging policies
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Extraction, Transformation, and Loading 
(ETL)

n Data extraction
n get data from multiple, heterogeneous, and external 

sources
n Data cleaning

n detect errors in the data and rectify them when possible
n Data transformation

n convert data from legacy or host format to warehouse 
format

n Load
n sort, summarize, consolidate, compute views, check 

integrity, and build indicies and partitions
n Refresh

n propagate the updates from the data sources to the 
warehouse



DATA WAREHOUSHING -- PROCESS MANAGERS

n Process managers are responsible for maintaining 
the flow of data both into and out of the data 
warehouse. 

n There are three different types of process 
managers: 
n Load manager 
n Warehouse manager 
n Query manager
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Load Manager
n Load manager performs the operations required to 

extract and load the data into the database. The size 
and complexity of a load manager varies between 
specific solutions from one data warehouse to 
another.

n Load Manager Architecture 
n The load manager does performs the following 

functions: 
n Extract data from the source system. 
n Fast load the extracted data into temporary data 

store. 
n Perform simple transformations into structure 

similar to the one in the data warehouse
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Warehouse Manager

n The warehouse manager is responsible for the 
warehouse management process. 

n It consists of a third-party system software, C 
programs, and shell scripts. 

n The size and complexity of a warehouse manager 
varies between specific solutions.

n A warehouse manager includes the following: 
n The controlling process 
n Stored procedures or C with SQL 
n Backup/Recovery tool 
n SQL scripts
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n Functions of Warehouse Manager 
n Analyzes the data to perform consistency and 

referential integrity checks. 
n Creates indexes, business views, partition views 

against the base data. 
n Generates new aggregations and updates the 

existing aggregations. 
n Generates normalizations. 
n Transforms and merges the source data of the 

temporary store into the published data 
warehouse. 

n Backs up the data in the data warehouse. 
n Archives the data that has reached the end of its 

captured life.
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Query Manager
n The query manager is responsible for directing the 

queries to suitable tables. 
n By directing the queries to appropriate tables, it 

speeds up the query request and response process. 
n In addition, the query manager is responsible for 

scheduling the execution of the queries posted by 
the user.

n A query manager includes the following 
components: 
n Query redirection via C tool or RDBMS 
n Stored procedures 
n Query management tool 
n Query scheduling via C tool or RDBMS 
n Query scheduling via third-party software
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n Functions of Query Manager:
n It presents the data to the user in a form they 

understand. 
n It schedules the execution of the queries posted 

by the end-user. 
n It stores query profiles to allow the warehouse 

manager to determine which indexes and 
aggregations are appropriate.
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